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Abstract:

In this thesis we present a system for detection of events in video.  First a multiview approach to automatically detect and track heads and hands in a scene is described.  Then, by making use of epipolar, spatial, trajectory, and appearance constraints, objects are labeled consistently across cameras (zooms).  Finally, we demonstrate a new machine learning paradigm, TemporalBoost, that can recognize events in video.  One aspect of any machine learning algorithm is in the feature set used.  The approach taken here is to build a large set of activity features, though TemporalBoost itself is able to work with any feature set other boosting algorithms use.  We also show how multiple levels of zoom can cooperate to solve problems related to activity recognition.

Tracking and Labeling Head and Hands:  In order to perform activity recognition the system must be able to detect and recognize heads and hands in the scene.  Our method relies on a bootstrapping approach in which heads are detected and used to build online color models.  Hands are found using these color models.  A multiview constraint is introduced to reduce false positives. These regions are tracked using mean shift. Detecting and tracking objects in time and consistently labeling these objects across zoom levels are two necessary tasks for such activity recognition. In order to have cooperation among multiple cameras (zooms) the objects must be tracked and labeled consistently across cameras. We provide a novel method that is able to determine the consistent labeling of arbitrary tracks across multiple zoom levels.

Features for Adaboost: We provide a rich set of features (weak classifiers) that are able to distinguish between various actions. The type of features we create fall into three categories: Multizoom features, temporal features, and frame-wise features.  We go over all the features in more detail in the relevant chapters, and here we summarize a small subset of them.   Three features that we present use multiple zooms simultaneously in cases in which a single zoom might not have been sufficient.  The features developed are: 1) segmenting an object in the hand 2) determining number of hands in head region 3) localizing the hand in the facial region.  These features use both the epipolar geometry and the multiple observations coming from different sources to improve results. A temporal feature that we develop has the ability to segment the hand against complex backgrounds. Solving the problem of segmenting the hand over complex backgrounds such as the face is essential for many problems in computer vision.  The similar colors and texture of the hand and face make the problem particularly challenging.  Our method is based on the underlying concept of an image force field.  Each individual image location consists of a vector value which is a nonlinear combination of the remaining pixels in the image.   We introduce and develop a novel physics based feature that is able to measure regional structure in the image thus avoiding the problem of local pixel based analysis, which breaks down under our conditions. The regional image structure changes in the occluded region during occlusion, while elsewhere the regional structure remains relatively constant. We model the regional image structure over time using a Mixture of Gaussians (MoG).  The method has been tested on a number of sequences demonstrating the versatility of the proposed approach.

Machine Learning for Activity Recognition: We propose a new boosting paradigm to achieve detection of events in video.  Previous boosting paradigms in vision focus on single frame detection and do not scale to video events.  Thus new concepts need to be introduced to address questions such as determining if an event has occurred, localizing the event, handling the same action performed at different speeds, incorporating previous classifier responses into the current decision, using temporal consistency of data to aid detection and recognition. The proposed method has the capability to improve weak classifiers by allowing them to use previous history in evaluating the current frame. A learning mechanism built into the boosting paradigm is also given which allows event level decisions to be made.  These two contributions make extensive use of temporal continuity of video at both the weak classifier and detector levels respectively. This is contrasted with previous work in boosting which uses limited higher level temporal reasoning and essentially makes object detection decisions at the frame level. We also introduce a relevant set of activity features. Features are evaluated at multiple zoom levels to improve detection. We show results for a system that is able to recognize 11 actions. 
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