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Abstract

A systemis presentedfor monitoring the work of a fast-
food employeeusing a single static camera. Skin de-
tection, shadowdetection,and region-growing are used
as low-level techniquesin order to analyzea video of
an employeepreparing a hamburger or sandwich. At
the end of the video, the systemproducesa descrip-
tion of the sandwich that was prepared, for example:
[bread, turkey, lettuce, bread] . This de-
scriptiongivestheingredientsusedin thesandwich aswell
as their physicalarrangement.This informationcould be
comparedto companyspeci�cationsin order to determine
if thesandwich wasproducedcorrectly.

1. Intr oduction and Moti vation
In thespirit of thegeneralproblemof understandingvideo
sequences,this paper presentsa systemto analyzese-
quencesof humansubjectspreparingsandwiches.Thegoal
for the systemis to determinewhat kind of food is pre-
pared.Thesystemoperateson anabstractionof thesand-
wich preparationsituation; it monitorshow an employee
interactswith objects(itemsof food) initially storedin pre-
de�nedlocations.A videoclip depictingtheseobjectsbeing
arrangedis analyzed,andthe systemdetermineswhat this
arrangementis.

An applicationmotivationfor this systemis monitoring
fast-foodproduction.As well asanexperimentin computer
vision, this systemservesasa prototypefor a systemthat
couldmonitorfast-foodemployeespreparingfood. Wewill
usesometerminologyin this paperre�ecting this motiva-
tion, suchas referring to the humansubjectof the video
clipsasan“employee.”

2. RelatedWork
Thereis a large body of work on the analysisof human
motionreportedin the literature. Pleaseseetwo excellent
surveys [1] and[3] for a detailedtreatmentof this subject.

For a sampleof recentwork refer to thespecialsectionof
IEEEPAMI onVideoSurveillance[2]. In thefollowing,we
brie�y describesomesamplework in this area,which is in
nowayexhaustiveandcomplete.

BobickandDavis [9] describeamethodto recognizeaer-
obic exercisein videosequences.First they applychange
detectionto identify moving pixels in eachimageof a se-
quence.ThenMHI (MotionHistoryImages)andMRI (Mo-
tion Recency Images)aregenerated.A MHI is basicallythe
union of all imagesdetectedaschanging,representingall
thepixelswhich have changedin a sequence.A MRI is a
scalar-valuedimagewheremorerecentmoving pixels are
brighter. In their system,MHI andMRI templatesareused
to recognizemotionactions(18aerobicexercises).Several
momentsof a region in thesetemplatesareemployedin the
recognitionprocess. The templatesfor eachexerciseare
generatedusingmultiple views of a personperformingthe
exercises.However, it is shown thatduringrecognitiononly
oneor two viewsaresuf�cient to getreasonableresults.

Intille andBobick [5] andIntille, et al. [6] discussthe
useof context to enhanceComputerVisionapplications.In
thesearticles,context is takenadvantageof primarily toper-
form tracking.

The main goal of Rosin and Ellis's [4] systemwas to
differentiatebetweenhumansandanimalsto reducefalse
alarms.This systemis especiallyinterestingbecauseof its
useof context to helpimproverecognition.To improvethe
performanceof their intruderdetectionsystem,theauthors
includea mapof thescenewhich shows areassuchassky,
fence,and ground. This helpsto differentiatebetweena
personandananimal(suchasa bird) moving throughthe
scene.

Kojimaetal. [7] proposeanapproachtogeneratenatural
languagedescriptionsof humanbehavior from real video
sequences.First,aheadregionof ahumanis extractedfrom
eachframe. Then,usinga model-basedmethod,3-D pose
andpositionof headareestimated.Next, the trajectoryof
theheadis dividedintosegments,andthemostsuitableverb
is selected.
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Like many of the systemsabove, the systempresented
hereusesmotion,context, etc. to detectandclassifyevents
in a videosequence.However, thegoal in theconstruction
of thissystemis to synthesizetheknowledgeof theactions
performedin thesequencetodeterminehow ataskiscarried
out.

3. Input
In thissection,wequalify thekind of sequencesthatareap-
propriatefor input to thesystem.Thealgorithmemployed
by thesystemrelieson somea priori knowledgeaboutthe
sequence.The con�guration processis also describedin
detailin thissection.

3.1. Input Sequences
Thesequencesthat thesystemprocessesareof anabstrac-
tion of a fast-foodsituation.Themainfeaturesof thescene
are an employee, a workspacewhere food items are ar-
ranged,and several food bins, representingthe stationary
containerswherefood itemsarestored. In a typical fast-
foodrestaurant,thesefoodbinsarebuilt into thework area,
anddo not movearound(they might beremovedfor clean-
ing).

The sequencesdescribedin this paperare �lmed by a
stationarycamera,facingtheemployee. Theworkspaceis
approximatelycenteredin the camera's view, betweenthe
employeeandthe camera.The food bins arearrangedon
thesideof theworkspacethatis oppositetheemployee.

The systemdescribedin this papermakesuseof some
color techniques.Therefore,two restrictionsareput on the
colorsof the scene.First, the color of the skin of the em-
ployeeandthecolorsof theworkspaceandfood itemsare
disjoint. Second,the workspaceis a solid color. This last
requirementis justi�ed in thata typical countertop where
food is producedwill haveaplain,solid,color.

Finally, theemployeeshouldonly useonearmata time,
andthearmsshouldnotjoin in asequence.Analyzinginter-
actionsbetweenthe two armsbecomescomplex. Thesys-
temusesa skin-detectiontechniqueto �nd thearmsof the
employeein the image. If the armsbecomemerged,they
look like one region to a systemusing this kind of tech-
nique. At this time, the authorschoseto work only with
sequencesthatavoid themerging problem,to permitwork
in otherareas.

3.2. Con�guration
Thesystemrequiressomecon�guration beforeprocessing
a sequence.The�rst item of con�gurationis a color pred-
icatetrainedfor the skin of the employeein thesequence.
The secondis a copy of the �rst imagein the sequence,
with the food binsmarkedby a sentinelcolor (puregreen,

Figure1: Samplecon�gurationimage(for sequence3).

for instance).Thearmsarealsomarkedby a(different)sen-
tinel color. This imageshouldshow theworkspacewithout
any foreign objectsoccludingit, including the employee's
hands.This region is referredto asthetrueworkspace, and
the location of a single point in this workspaceregion is
given to thesystemascon�guration information. The last
partof thecon�guration is thenamesassignedto the food
itemsof thesequence's foodbins.

Thesystemprocessesthecon�gurationimageasanini-
tializationstep.Sincethe food binsarestationary, thesys-
temusesthebinsmarkedin thecon�gurationimageto de-
terminewhenanemployeereachesinto oneof them. The
trueworkspaceis determinedfrom thecon�gurationimage
usingthe suppliedstartingpoint anda region-growing op-
eration(seesection4.1.2). Searchesfor food andshadow
arelatercon�ned to this trueworkspaceregion. Thenames
assignedto the food bins areusedby the systemto create
appropriateoutput. Knowing thata food item cameout of
certainbin, thesystemcanusethespeci�ednamewhenre-
ferringto theitem.

4 SystemDescription

Thefundamentalaimof thesystemis to determinehow the
employeehasarrangedfood itemsto createa sandwich.In
doingthis,thesubtasksarepartitionedinto two levels.Low-
level vision techniquesareappliedto the framesof these-
quenceto segmentout the basicfeatures:the armsof the
employee,theworkspace,andshadows.Theoutputof these
proceduresis usedat a higher level to determinewhat is
happeningin aparticularframe.

4.1. Low-Level Module

In order to segmentarms,workspace,andshadow out of
an image,the systememploys threelow-level color-based
vision techniques.A varianton the color predicatetech-
niqueis usedto detecttheemployee'sarmsby recognizing
theskincolor. Color-basedregiongrowing is usedto deter-
minethefull region thattheworkspaceoccupies.Finally, a
novel shadow detectiontechniqueis used.
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4.1.1 Skin Detection

Skindetectionisusedto �nd thearmsof theemployeein the
sequence.This is basedonthecolorpredicatetechnique,as
describedin [10].

A slight variationof this techniqueis usedto improve
accuracy in thepresenceof skin-coloredobjectsin thescene
thatarenot skin. We applya color predicateto eachimage
in a sequence,but only considera subsetof theresults.We
take the region detectedasthe armsof the previous frame
(or thearmsselectedin thecon�gurationimage,for the�rst
frame)

�

, andunionthis with theregionsof theimagethat
have changedfrom thelast frame � . Theresultis a subset

��� ���

� of the imagethatcontainsthebestcandidates
for thearmsin theimage.Insidethissubset,thetwo largest
8-connectedcomponentsaretakento bethearms.Theleft
arm is differentiatedfrom the right arm by comparingthe
leftmostpointsof thetwo regions.

4.1.2 RegionGrowing

Sincethe workspaceregion is a solid color, a color-based
regiongrowing techniqueis appliedto detectit. Thisregion
growing techniqueis a depth-�rst searchof animage,with
theadjacency functionbeinga color comparisonbasedon
�nding theanglebetweenvectors.

Thecolor comparisonoperationtreatsanRGB triple as
avector, andwhencomparingit to anothercolor, computes
theanglebetweenthetwo vectors.A smallangleindicates
similar colors. Themagnitudesof thesevectorsarerelated
to intensity. We comparethe magnitudesof thesevectors
to determineif the intensitiesarecloseenoughto call the
colorssimilar. This comparisonalsomakesthe operation
work well whentheworkspaceis not lit uniformly.

4.1.3 Shadow Detection

We have developeda novel shadow detectiontechniquein
the context of this work, which is usedto segment out
shadow from an image. This segmentationaids in detec-
tion of food in theemployee'shands.

Our shadow detectiontechniqueis usefulwhenoneex-
pectsthatshadowsmayfall in a certainregionof animage,
andoneknowsaregionthatis touchingtheseshadows. For
instance,in this application,we know that the shadows of
the armsand food will touch the workspaceregion. We
know, basedon thelighting of thescene,that therewill be
shadows castby the armsand any food being carried, in
many of theimagesin a sequence.

To operate,the techniquerequiresa region from which
to begin its search.This region is the onethat is expected
to touchthe shadows. In this case,the potentialregion is
thecurrentworkspaceregion. At theedgeof this potential
region,thechangein intensityis computed.If thechangein

Figure2: Sampleshadow detectionresults;shadow regions
shown in blue(from seq.1 and2).

intensityis greatenough(determinedby applyingadouble-
threshold),a depth-�rst searchis initiated from this edge
point. Theadjacency functionacceptschangesin intensity
thataresmallandpositive,ornon-positive.Theresultis that
the techniquedetectsintensity“valleys” that are touching
thepotentialregion.

Theresultsof thissimpleoperationcanbeimprovedby a
simpletechnique.Themeanintensityof all pixelsdetected
asshadow is computed.Asapost-processingstep,all pixels
previouslymarkedasshadow thathave anintensitygreater
thanor equalto themeanaremarkedasnotbeingshadow.

Theshadow detectiontechniqueis utilized in two ways.
First, it is usedin segmentation,andsecondit is utilized in
determiningwhenanemployeeputsdown a pieceof food.

Pleaseseesampleresultsof theshadow detectionopera-
tion in �gure 2. This �gure shows input imageson theleft,
andoutputimageson theright; shadow regionsaremarked
in blue.Theregionmarkedin redis thepotentialregionthat
wasmentioned.In the �rst row, a small shadow region is
castby theleft armasit reachesintoafoodbin. Theshadow
detectionproceduredetectsthisregioncompletely. Thesec-
ondrow showsa sampleframefrom anothersequence,this
timeunderslightly differentlighting conditions.This time,
a large shadow region is castby the arm andthe food to-
gether. Onceagain,theshadow region thatcanbeseenin
theinput imageon theleft is completelydetected.

4.2. High-Level Module
Thehigh-level partof thesystemacceptstheresultsof the
low-levelvisiontechniquesasinput,andasoutputproduces
aninterpretationof avideoclip in termsof theconstruction
of asandwich.

Thehigh-level moduleof thesystemmustsolve a num-
berof problems.It mustbeableto determinewhenanem-
ployeeis holdinga pieceof food andalsowhensheis not.
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It mustbeableto determinewhenandwherea food itemis
placedon theworkspace.Whenfood itemsarestackedon
top of eachother, this arrangementshouldberecordedand
re�ectedin theoutput.

In thissection,we�rst presentasimpli�ed outlineof the
algorithm.Then,someimportantfeaturesof thealgorithm
arediscussedin detail.

4.2.1 Algorithm Outline

Following is abbreviatedpseudocodefor thehigh-level al-
gorithm, in outline form. This operationis carriedout for
eachframeof asequence.

Someof theoperationsmentionedin thisoutlinerequire
adetaileddiscussion.Thesediscussionsareprovidedin the
following sections.

1. Obtain regions representingthe arms, shadow, and
workspacein the currentframe(the basicfeaturesof
eachimagein thesequence).

2. For eachstackof food itemsthesystemhasrecorded
as being placedon the workspace,�nd the region it
currently occupies. This region is a “hole” in the
workspace,or a region that is not detectedasoneof
thethreebasicfeatures.This“hole” mustbecontained
entirely inside the true workspace,and will grow or
shrink as a result of occlusionor other food items
mergingwith it.

3. Foreacharmthatthesystemhasnotmarkedasholding
food:

(a) If thehanddid not leaveoneof thefoodbinsthis
frame,thencontinueonwith thenext arm.How-
ever, if botharmshave beenprocessed,continue
with thenext frameof thesequence.

(b) Otherwise,it is appropriateto searchfor food in
theframe;applythealgorithmto detectfood.

(c) Screentheresultingfoodregioncandidatestode-
termineif they representfood.

(d) If foodis detected,markthearmasholdingfood.

4. For eacharm that was holding food in the previous
frame:

(a) Searchfor food heldin thehandby applyingthe
algorithmto detectfood.

(b) If theregionthatwasdetectedin previousframes
hasdisappearedor if its areahasdroppedsignif-
icantly:

i. Thefoodmighthavemergedwith oneof the
stacksof foodon theworkspace.Determine
if this is thecase,andif so,markthearmas
having mergedfoodwith thatfoodstack.

(c) If thearmis markedashaving mergedfoodwith
a food stack,determineif this is still thecaseby
checkingtoseethatthearmis still in contactwith
thefoodstack.Otherwise,removethemark.

(d) Using shadow andarm motion determineif the
armhasput down thepieceof food it wascarry-
ing. If so,keepa recordof this.

i. If the food was mergedwith a food stack,
thenaddthefooditemthatwasbeingcarried
to the end of the list of food items in that
stack.

ii. Otherwise,createanew foodstack,occupy-
ing theregionof thefood item.

4.2.2 DetectingFood Items in the Hand

Detectingthat the employeehaspicked up food is an im-
portantpart of the high-level module. The food detection
techniquemustbeableto �nd theregionof a pieceof food
thatis pickedup,or determinethatno foodwaspickedup.

Fooddetectionis appliedat only a few stagesin theal-
gorithm. The ideabehindthis is to restrictsearchesto the
mostappropriateframes. Theseare frameswhenan arm
hasjust left afoodbin,or whenanarmis markedasalready
carryingfood.

Thefooddetectionproceduremakesuseof theoutputof
all thelow-level visiontechniques.The�rst bit of informa-
tion it makesuseof is thetrueworkspaceregion,

���

. Next
is theworkspaceregion detectedin thecurrentframe,

���

.
Theregionconsistingof botharmregions,

�

, andtheunion
of all shadow regions

�

, arealsoneeded.In addition,any
regionsthat arecurrentlyoccupiedby food stacks(item 2
of theoutline),theunionof theserepresentedby � , arenot
considered.

Theunionof possiblefoodregions � is givenby:

�

�

�
��� 	

�
�

� � �
�

�

��
 (1)

where � indicatesthecomplementof set � , and
�

,
�

rep-
resentset union and intersection,respectively. It is also
importantto note that any candidatefood region mustbe
touchinganarm.

This techniquewill pick up small error regions at the
interfacebetweenskin,workspace,andshadow. Theseerror
regionsarenot recognizedas skin, workspaceor shadow
becausethecolorsblend(asaresultof thequantizationof a
camera)andthusmaynot �t into any of thecategories.To
correctfor thisandothererrors,eachcandidatefoodregion
is screenedfor validity. The �rst screeningoperationis to
eliminatecandidatesthatareextremelysmall.

Sincethe previously mentionederror regions occur at
the interfacesbetweentheskin andotherregions,they are
usuallythin slivers. Thesecondscreeningoperationdeter-
mines,for eachpixel that is a food candidate,thesmallest
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distanceto a skin pixel. This is computedef�ciently with
a modi�ed breadth-�rst searchoperation. If all candidate
food pixels are locatedvery closeto the skin, the region
mustbeanerror.

Thethird screeningoperationeliminatesfood itemsthat
arenot situatednearthe handof an arm. If a food region
touchesanarmat theelbow, it will not beconsideredasa
foodcandidate.To computethis predicate,we �rst �nd the
vector

���

from the centroidof an arm to its lowestpoint.
Whenarmsare outstretchedtoward the food bins, this is
a goodapproximationof thedirectionthe arm is pointing.
For eachpixel in a candidatefood region, we computethe
anglebetween

� �

andthevectorbetweenthecentroidand
thefood pixel,

���

. By observingthedistribution of angles
overall candidatefoodpixels,wecandecideif it is touching
thearmin suchaway thatit mightbegraspedby thehand.

4.2.3 Determining When a FoodItem is Released

After determiningthatapieceof food is pickedup,thesys-
tem must be able to determinewhen it is placedon the
workspace.This information is usedin determininghow
thefood itemsarearrangedontheworkspace.

This descriptionrefers to step 4(d) in the outline; it
dealswith how thesystemdeterminesthatanemployeehas
placeda pieceof foodon theworkspace.

After having establishedthat an employeeis holding a
pieceof food, the easiestway to determinethat the food
hasbeenput down is to wait for the arm to separatefrom
thatregion in the2-dimensionalimage.This simplisticap-
proachby itself doesnot give satisfactoryresultsin many
sequences.

Considerthepossibility thatanemployeeplacesa food
itemontheworkspace,but insteadof movingherhandaway
from the food, reachesover it to pick up anotherpieceof
food. In this case,thehandwill begin to occludethe food
item that hasbeenplacedon the table, insteadof parting
with it. By the time thehandregion is detectedasparting
with the food region (in this casebecausethehandhasac-
tually occludedthe food), the systemis not ableto record
theareathatthefood occupiesin orderto form a new food
stack.

To handlethis andothercases,the systemusesa more
sophisticatedfood tracking technique. Since the system
can segmentshadows reliably, the shadow region that an
arm and the food it is holding castsis tracked. The area
of the shadow region givesa measureof the heightof the
armabove theworkspace.Whentheareais large,thearm
mustbewell above theworkspace.Whentheareais small,
it mustbecoveredby thearm,implying thearmis directly
above or touchingthe workspace.The systemalsomakes
useof the motion of the arm (in the form of arm region
changeover time) to performthis trackingtask.In thepro-

Figure3: A plot of shadow andchangeareavs. time; data
wascollectedwhile foodwasbeingcarriedto itsdestination
on theworkspace.

cessof puttingdown apieceof food,thearmwill �rst move
to positionthefood, thenpausewhile thefood is placedon
theworkspace.

Figure3 shows a plot of shadow andchangeareawith
respectto time. Shadow areais representedby the top
line (marked with diamondshapes). This data was col-
lectedfrom a sequencewhile the employeewas carrying
a food item backto theworkspace.Thedownward-sloping
trendof this plot is a resultof thearmmoving closerto the
workspace.Theplot of changeversustime is moreerratic,
but exhibits thesamegeneralbehavior.

Another measurethe systemtakes in order to �x the
food occlusionproblemis to recordcandidateregionsthat
the food occupiesin anticipationthat the food will be re-
leased. Whenever shadow areareachesa new minimum
duringtracking(thearmhascomecloserto theworkspace),
the region that the food occupiesis recorded.Then,if the
armoccludesthefood,thiscandidateregionis usedin pref-
erenceof thecurrentoccludedfoodregion.

5. Results
Theaccuracy of thesystemis measuredby comparingthe
food itemarrangementoutputto theactualsandwichthatis
created(asdeterminedby thepersonplayingtheemployee
role). This outputis a list of food stacks.Eachfood stack
is a list of namesof food items. This list of namesgives,
from bottomto top, thefood itemsthatmake up a stackon
theworkspace.As mentionedabove,thenamesof thefood
itemscomefrom thefood bin labelssuppliedascon�gura-
tion information.Thesystemdeterminesthenameof afood
itembasedonwhichbin it comesfrom.

Four sequencesarediscussedin this section.Thesese-
quenceswerecreatedby the authorsspeci�cally for input
to thesystemdescribedhere.All four follow theform dis-
cussedin 3.1.Severaldifferentfooditemsareusedthrough-
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Figure4: Sequence1 highlights.

out thesequences.
All sequencesaredigitizedat320by 240resolution,24-

bit color, and30 framespersecond.

5.1. Sequence1
The �rst sequenceis of an employeemaking an opened-
facesandwichthatconsistsof a pieceof breadwith a piece
of turkey on top. Therearefour foodbinsin this sequence;
from left to right they areturkey, lettuce,tomato,andbread.
Thesecanbeseenin �gure 4.

At thebeginningof thesequence,theemployeereaches
into the breadbin (on the far left) with his left hand,lifts
out a piece of bread,and placesit in the centerof the
workspace.The systemcorrectlydeterminesthat the em-
ployeehaspickedupapieceof food,andtracksit until it is
put down. Figure4 shows framesat thebeginningandend
of thetime interval thatthebreadis tracked.

Next, the employeeplaceshis right handin the lettuce
bin. He changeshis mind, and retractshis handwithout
picking up any food. This event is correctlyclassi�ed by
thesystem.Thepieceof breadthatwaspreviously placed
ontheworkspaceis touchingthearm,but is notdetectedas
new foodsinceit waspreviouslytracked.

Finally, theemployeereachesinto theturkey bin with his
right hand. He lifts out a pieceof turkey, andplacesit on
top of thepieceof bread.Thesystemcorrectlydetermines
thatthepieceof turkey hasmergedwith thepieceof bread.

After completing the sequence, the system pro-
duces the following output describing the sequence:
[bread, turkey] . This indicatesthe systemdetected
thatonestackof fooditemswasarrangedontheworkspace,
consistingof a pieceof breadundera pieceof turkey.

5.2 Sequence2

In sequence2,anemployeecreatesasandwichwith lettuce,
followedby a pieceof ham,toppedwith tomato,andbread
ontopandbottom.Exampleimagesfrom thesequencecan
beseenin �gure 5.

Thesequencebeginswith theemployeereachinginto the
ham bin. The employeeremoveshis handwith no food,
which the systemcorrectlydetects.The employeemoves
onto removeapieceof breadandplaceit ontheworkspace,

Figure5: Sequence2 highlights.

thenstacklettuceontopof it. Thesystemfollowstheseac-
tionsandrecordsthechangesto theworkspacearrangement
correctly. Next, theemployeeputsa pieceof tomatoon top
of thesandwich.However, dueto failureof thelow-levelvi-
siontechniques,thesystemfails to detectthis. Despitethe
fact that the hamusedin the sequencesharessomecolor
with the skin, the systemis able to correctlydetectthat a
pieceis placedon top of thesandwich.Thesequencecon-
cludeswith theemployeeplacingapieceof breadontopof
thesandwich.

After completing processing of the sequence,
the system produces the following output:
[bread, lettuce, ham, bread] .

5.3 Sequence3

Sequence3 depictsanemployeecreatinga sandwichwith
tomato,followedby lettuce,toppedwith salami,andbread
onthetopandbottom.Figure6 givesexampleframesfrom
thissequence.

Theemployeebeginsby placinghis handin the salami
bin andthenretractingit with no food, which is correctly
interpretedby thesystem.Next, he takesa pieceof bread
from thebreadbinandplacesit ontheworkspace(left-hand
image,�gure 6). Then,heplacesa pieceof tomatoon top
of the bread. The tomatoregion is incorrectlydetectedas
shadow, andso it fails to detectthis event (right-handim-
age,�gure 6). The employeemoveson to put lettuceon
top of the forming sandwich,which the systemcorrectly
interprets. The employee �nishes by placing a piece of
salamiand�nally a secondpieceof breadon thesandwich
; botheventsarecorrectlydetected.The systemproduces
[bread, lettuce, salami, bread] as its inter-
pretationof thesequence.

5.4. Sequence4
Sequence4 depictsan employee building an open face
sandwichwith breadon bottom, thencheese,and topped
with turkey. At the beginning of the sequence,the em-
ployeereachesinto thebreadandturkey binswithoutpick-
ing up food, and the systeminterpretstheseactionscor-
rectly. Thenthe employeeplacesa pieceof turkey on the
workspace,stacksapieceof cheeseontopof it, then�nally
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Figure6: Sequence3 highlights.

Figure7: Sequence4 highlights.

addstheturkey. Theinterpretationproducedby thesystem
is [bread, cheese, turkey] , which is correct.

6 Conclusions

We have presenteda systemto determinehow a subjectar-
rangesobjectsona workspace,andhow thiscanbeapplied
to understandingsequencesof sandwichproduction.Some
well known color vision techniquesareemployed,aswell
as a novel one for shadow detection. Using information
gleanedfrom theseoperations,the systemdeterminesthe
actionsof the humansubject,as well as the arrangement
of food items. We presentedresultsfrom four sequences,
whicharereasonableandencouraging.

7 Future Work

Therearemany possibilitiesfor extendingthesystem.The
systemcould be extendedto have areasof interestin the
imageotherthanthe food bins. Opposingarms,aswell as
foodontheworkspace,couldservethepurposesof thefood
bins. In this way, thesystemcouldrecognizewhena food
itemmovesfrom onehandto theother, or is pickedupfrom
theworkspaceandis movedaround.

Theauthorsfeel that in additionto skin detection,some
meansof determininglocal motion might be employed to
track the arms. Also, somesophisticatedhigh-level pro-
cessingcoupledwith edgedetectionmight yield a method
of segmentingarmsfrom foodwith betterresults.

To improvethereliability of thehigh-levelportionof the
system,it couldbeextendedto havesomebacktrackingca-
pabilities. Decisionscould be delayedfor several frames,

with multiple possibilitiesconsideredin parallel. Then,at
theendof thesequence,the systemmight determinewhat
thebestpossibilityis.
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